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Introduction
Software security, for ML
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Introduction
Software security, for ML
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Attacker side
Taxonomy of attacks
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Attacker side
Training a classifier/predictor
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Attacker side
Training: stochastic gradient descent (SGD)
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Attacker side
Training: stochastic gradient descent (SGD)
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1. Estimate gradient
2. Turn potentiometers
following the gradient

3. Loop back to step 1.
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Attacker side
Training: stochastic gradient descent (SGD)
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Attacker side
Training: distributed SGD
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Attacker side
Training: distributed SGD
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Attacker side
Poisoning: distributed SGD
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Attacker side
Poisoning: distributed SGD
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Attacker side
Poisoning: distributed SGD
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Attacker side
Poisoning: distributed SGD
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Defender side
A cure for poisoned SGD
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Defender side
A cure for poisoned SGD

1. Gradient redundancy

• Draco [CWCP18]

2. Statistical robustness

• Krum [BEMGS17]

• Bulyan [EMGR18]

• Kardam [DEMG+18]

• Trimmed-mean [YCRB18]
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Defender side
A system to cure poisoned SGD
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A system to cure poisoned SGD
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Defender side
Main performance result
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Defender side
More results and code

AGGREGATHOR: Byzantine Machine Learning
via Robust Gradient Aggregation

+ Experiments with UDP under congestion
+ https://github.com/LPD-EPFL/AggregaThor
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Defender side
Current and future evolutions
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Conclusion

data is code
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Off–the–shelf implementations
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